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1pm EST Introduction, project concept, phase I recap. 
H Pfeffer, J Sunderland, Internet2

1:30pm Accelerated Machine Learning in High Energy Physics
P. Harris, K. Pedro, P McCormack, A. Gunny, T. Yang, D. Rankin

• LHC Overview, also covering Graph NN and future integration plans.
• LHC Computing Operations and HEPCloud. 
• LIGO-as-a-service.
• Neutrinos and ProtoDUNE.
• Multi-FPGA/Future Strategies.

2:50pm Questions/Break.



Phase 2 workshop agenda – Wednesday 22nd of September 2021
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3:00pm Deciphering the brain's neural code through large-scale detailed simulation of 
cortical circuits. 
Salvador Dura-Bernal, Joao Moreira, Erica Griffith, William Lytton
• Introduction
• Large-scale detailed models of brain thalamocortical circuits
• Applications: neural coding, brain disease and treatments, and novel AI methods
• Technology and dissemination: NetPyNE GUI, coreNEURON, optimization and GCP workflow 
• Summary of accomplishments, publications, grants and collaborations 

4:20pm Questions/Break

4:30pm Lessons learned through this project: Technical, commercial and programmatic.
Jamie Sunderland, Internet 2
Questions and Panel discussion, facilitated by Ana Hunsinger, Internet2

wrap-up by 5:15pm



Defining the Project
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Internet2 leads the "Exploring Clouds for Acceleration of Science (E-CAS)" 
project in partnership with representative commercial cloud providers to 
accelerate scientific discoveries. 
The effort seeks to demonstrate the effectiveness of commercial cloud platforms 
and services in supporting applications that are critical to growing academic and 
research computing and computational science communities and seeks to 
illustrate the viability of these services as an option for leading-edge research 
across a broad scope of science. 
The project aims to accelerate scientific discovery through integration and 
optimization of commercial cloud service advancements; identify gaps between 
cloud provider capabilities and their potential for enhancing academic research; 
and provide initial steps in documenting emerging tools and leading deployment 
practices to share with the community.



Exploring Clouds for Acceleration of Science.  NSF Award #1904444
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The project includes primary classes of studies: 

Acceleration of Science: The goal of the Acceleration of Science studies is to 
achieve the best time-to-solution for scientific application/workflows using 
cloud. The measures of acceleration may include end-to-end performance 
(e.g., wall clock and data-movement), or other relevant measures such as 
number of concurrent simulations or workflows, or the ability to process near 
real-time streaming data.

Innovation: The goal of the Innovation studies is to explore the innovative use 
of heterogeneous hardware resources such as CPUs, GPUs, and FPGAs to 
support and extend application workflows. 



E-CAS: Exploring Clouds for Acceleration of Science
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NSF Award #1904444: $3.2M

Purdue
Building Clouds
Urban Climate 
Modeling

UWMadison
IceCube
Astronomical
Neutrino 
Detector

SDSC

Bursting CIPRES 
Phylogenetics 
Science Gateway

MIT
Accelerated 
Machine Learning

GeorgeBioCompute
Objects in 

Galaxy Washington

SUNY
Downstate

Deciphering 
the Brain’s 

Neural Code

https://internet2.edu/ecas



Timeline

Feb 2019 Academic 
review of proposals

Dec 2018 – Jan 2019
Call for proposals

Mar 2019 Phase 1 
subaward contracts

Apr 2019 – Apr 2020 

6x Phase 1 2x Phase 2

Aug 2020 – Aug 2021 

Apr 2020 Reports
& Presentations on 
Phase 1 projects

Sep 2021 Final reports, 
project wrap-up

May 2020 Academic 
review of Phase 1 projects

July 2020 Phase 2 
subaward contracts

NCE

https://internet2.edu/ecasPhase 1 video presentations and reports available at

https://internet2.edu/ecas


SDSC: CIPRES Phylogenetic Analysis Gateway

CIPRES Science Gateway is used to create phylogenetic trees 
(map of evolutionary relationships between organisms derived 
from gene sequences).

Were using XSEDE Comet  >20,000 users.   >2400 jobs/month

Bursting to AWS over I2CC to access V100 GPUs in VA

*overcomes insufficient allocations on XSEDE and uses newer 
GPU technology.



UW Madison: Cloud Computing for the IceCube Neutrino Observatory

The IceCube Neutrino observatory located at the South Pole supports science 
from disciplines including astrophysics, particle physics, and geographical 
sciences operating continuously and simultaneously sensitive to the whole sky.

Astrophysical Neutrinos yield understanding of the most energetic events in the 
universe and could show the origin of cosmic rays.  Being able to burst into 
cloud supports follow-up computations of observed events & alerts to and from 
the community such as other telescopes and LIGO.

Achieved  >50,000 GPUs from 3 providers across 24 regions



GWU: BioCompute Objects in Galaxy Science Gateway

Galaxy is a widely used bioinformatics platform that aims 
to make computational biology accessible to research 
scientists that do not have programming experience.

BioCompute Objects allow researchers to describe 
bioinformatic analyses comprised of any number of 
algorithmic steps and variables to make computational 
experimental results clearly understandable and easier 
to repeat – for example to submit research to FDA.

Public instance of Galaxy with BCOs on AWS
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Purdue: Building Typology for Urban Climate Modelling

Seeks to improve weather and climate modelling using 
Urban Canopy Parameters by creating a global set of 3D 
building models for urban areas worldwide.

Combines Computer Vision, Procedural Modeling, and 
Machine Learning techniques (e.g., Convolutional Neural 
Networks) to infer from photographs and partial meta-
data 3D models appropriate to calculate building-scale 
properties for Urban Canopy Parameters used in weather 
modeling.

Photogrammetry to build 3D models to determine UCPs
HPC using WRF to simulate climate models with UCP



SUNY Downstate: Deciphering the Brain’s Neural Code

Using extremely large-scale and detailed modelling 
of the the brain cortical circuits, this project seeks to 
decipher the codes through which the brain stores, 
processes and transmits information

Demonstrated large scale >100,000 CPUs and long 
compute runs >1.8 Million core hours



MIT: Heterogeneous Computing of LHC Data

Only a small fraction of the 40 million collisions per second at 
the LHC are stored and analyzed due to the huge volumes of 
data and the compute power required to process it.  With the 
high-luminosity upgrade, data rates will more than double.

Coarse filters throw out millions of collisions, some of which 
may contain interesting phenomena.  Analyzing more collisions 
could lead to foundational discoveries of new physics.

Created MLaaS to design optimal CPU/GPU density required 
for certain workflows such as the LHC HLT.  Extended similar 
approaches to different areas of High Energy Physics.



Subaward: MIT heterogeneous computing for LHC
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1:30pm Accelerated Machine Learning in High Energy Physics
P. Harris, K. Pedro, P McCormack, A. Gunny, T. Yang, D. Rankin

• LHC Overview, also covering Graph NN and future integration 
plans.

• LHC Computing Operations and HEPCloud. 
• LIGO-as-a-service.
• Neutrinos and ProtoDUNE.
• Multi-FPGA/Future Strategies.
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Next session starts at 
3:00pm



Subaward: SUNY Deciphering the brain’s neural code
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3:00pm Deciphering the brain's neural code through
large-scale detailed simulation of cortical circuits. 
Salvador Dura-Bernal, Joao Moreira, Erica Griffith, William 

Lytton
Introduction
Large-scale detailed models of brain thalamocortical circuits
Applications: neural coding, brain disease and treatments, and novel 
AI methods
Technology and dissemination: NetPyNE GUI, coreNEURON, 
optimization and GCP workflow 
Summary of accomplishments, publications, grants and 
collaborations 
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Next session starts at 
4:30pm



Project Learnings
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• Fall into a few broad categories, 
• Technical - including performance, support, skills
• Business – Including value, contracting, financial tracking
• Programmatic – Including staffing, timing, funding 

• most have both positive and negative “trade-offs”, and some benefits in one 
category cause issues in other categories.

• “Gaps” in the services from commercial cloud providers are often part of a 
trade-off equation.



Technical Learnings
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• Clearly cloud can be used for complex large-scale simulations, but not all 
configurations are useful for HPC style workflows.

• Compute optimized, Placement groups, Bulk API for reduced latency => $$
• Spot instances for reduced cost => latency, checkpoints, fault tolerant code
• Large scalability requires proper elasticity and cost management.
• Large scalability requires institutional backing and negotiation on restrictions.
• Orchestration convenience can hide settings such as hyperthreading, leading 

to difficulties in diagnosing performance issues.
• New features/hardware offer performance improvements, but often with little 

documentation or support.
• Data movement costs….. It’s complicated despite I2CC & egress waivers.



Performance Vs Complexity: AWS Instance types launched during E-CAS
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•May 2019 – 18 TB and 24 TB High Memory.
•May 2019 – i3en.large, i3en.xlarge, i3en.2xlarge, i3en.3xlarge, i3en.6xlarge, i3en.12xlarge, i3en.24xlarge.
•June 2019 –
r5.8xlarge, r5a.8xlarge, r5d.8xlarge, r5.16xlarge, r5a.16xlarge, r5d.16xlarge, m5.8xlarge, m5a.8xlarge, m5d.8xlarge, m5.16xlarge, m5a.16xlarge, m5d.16xlarge.
•June 2019 – c5.12xlarge, c5.24xlarge, c5.metal.
•August 2019 – c5n.metal, i3en.metal.
•September 2019 – g4dn.xlarge, g4dn.2xlarge, g4dn.4xlarge, g4dn.8xlarge, g4dn.12xlarge, g4dn.16xlarge.
•October 2019 –
r5dn.large, r5dn.xlarge, r5dn.2xlarge, r5dn.4xlarge, r5dn.8xlarge, r5dn.12xlarge, r5dn.16xlarge, r5dn.24xlarge, r5n.large, r5n.xlarge, r5n.2xlarge, r5n.4xlarge, r5n.

8xlarge, r5n.12xlarge, r5n.16xlarge, r5n.24xlarge, m5dn.large, m5dn.xlarge, m5dn.2xlarge, m5dn.4xlarge, m5dn.8xlarge, m5dn.12xlarge, m5dn.16xlarge, m5dn.24
xlarge, m5n.large, m5n.xlarge, m5n.2xlarge, m5n.4xlarge, m5n.8xlarge, m5n.12xlarge, m5n.16xlarge, m5n.24xlarge.
•November 2019 – c5d.metal, c5d.12xlarge, c5d.24xlarge.
•December 2019 – inf1.xlarge, inf1.2xlarge, inf1.6xlarge, inf1.24xlarge.
•December 2019 – m6g, m6gd, c6g, c6gd, r6g, r6gd.
•June 2020 – c5a.large, c5a.xlarge, c5a.2xlarge, c5a.4xlarge, c5a.8xlarge, c5a.12xlarge, c5a.16xlarge, c5a.24xlarge.
•September 2020 – t4g.nano, t4g.micro, t4g.small, t4g.medium, t4g.large, t4g.xlarge, t4g.2xlarge.
•September 2020 – c5.12xlarge, c5.24xlarge, c5.metal.
•December 2020 – mac1.metal.
•December 2020 – d3.xlarge, d3.2xlarge, d3.4xlarge, d3.8xlarge, d3en.xlarge, d3.2xlarge, d3.4xlarge, d3.6xlarge, d3.8xlarge, d3.12xlarge.
•December 2020 – r5b.large, r5b.xlarge, r5b.2xlarge, r5b.4xlarge, r5b.8xlarge, r5b.12xlarge, r5b.16xlarge, r5b.24xlarge, r5b.metal.
•December 2020 – m5zn.large, m5zn.xlarge, m5zn.2xlarge, m5zn.3xlarge, m5zn.6xlarge, m5zn.12xlarge, m5zn.metal.
•December 2020 – g4ad.4xlarge, g4ad.8xlarge, g4ad.16xlarge.
•December 2020 – c6gn.medium, c6gn.large, c6gn.xlarge, c6gn.2xlarge, c6gn.4xlarge, c6gn.8xlarge, c6gn.12xlarge, c6gn.16xlarge.
•February 2021 – m5n.metal, m5dn.metal, r5n.metal, r5dn.metal.
•March 2021 – x2gd.medium, x2gd.large, x2gd.xlarge, x2gd.4xlarge, x2gd.8xlarge, x2gd.12xlarge, x2gd.16xlarge, x2gd.metal.
•May 2021 – u-6tb1.56xlarge, u-6tb1.112xlarge, u-9tb1.112xlarge, u-12tb1.112xlarge.

https://aws.amazon.com/blogs/aws/ec2-instance-history/

https://aws.amazon.com/blogs/aws/sap-on-aws-update-customer-case-studies-scale-up-scale-out-and-more/
https://aws.amazon.com/blogs/aws/new-the-next-generation-i3en-of-i-o-optimized-ec2-instances/
https://aws.amazon.com/blogs/aws/ec2-instance-update-two-more-sizes-of-m5-r5-instances/
https://aws.amazon.com/blogs/aws/now-available-new-c5-instance-sizes-and-bare-metal-instances/
https://aws.amazon.com/about-aws/whats-new/2019/08/introducing-amazon-ec2-i3en-and-c5n-bare-metal-instances/
https://aws.amazon.com/blogs/aws/now-available-ec2-instances-g4-with-nvidia-t4-tensor-core-gpus/
https://aws.amazon.com/blogs/aws/new-m5n-and-r5n-instances-with-up-to-100-gbps-networking/
https://aws.amazon.com/blogs/aws/now-available-new-c5d-instance-sizes-and-bare-metal-instances/
https://aws.amazon.com/blogs/aws/amazon-ec2-update-inf1-instances-with-aws-inferentia-chips-for-high-performance-cost-effective-inferencing/
https://aws.amazon.com/blogs/aws/coming-soon-graviton2-powered-general-purpose-compute-optimized-memory-optimized-ec2-instances/
https://aws.amazon.com/blogs/aws/new-amazon-ec2-c5a-instances-powered-by-2nd-gen-amd-epyc-processors/
https://aws.amazon.com/blogs/aws/new-t4g-instances-burstable-performance-powered-by-aws-graviton2/
https://aws.amazon.com/about-aws/whats-new/2020/09/amazon-ec2-c5-instances-available-additional-sizes-3-regions/
https://aws.amazon.com/blogs/aws/new-use-mac-instances-to-build-test-macos-ios-ipados-tvos-and-watchos-apps/
https://aws.amazon.com/blogs/aws/ec2-update-d3-d3en-dense-storage-instances/
https://aws.amazon.com/blogs/aws/new-amazon-ec2-r5b-instances-providing-3x-higher-ebs-performance/
https://aws.amazon.com/blogs/aws/new-ec2-m5zn-instances-fastest-intel-xeon-scalable-cpu-in-the-cloud/
https://aws.amazon.com/blogs/aws/new-amazon-ec2-g4ad-instances-featuring-amd-gpus-for-graphics-workloads/
https://aws.amazon.com/blogs/aws/coming-soon-ec2-c6gn-instances-100-gbps-networking-with-aws-graviton2-processors/
https://aws.amazon.com/about-aws/whats-new/2021/02/introducing-amazon-ec2-m5n-m5dn-r5n-and-r5dn-bare-metal-instances/
https://aws.amazon.com/blogs/aws/new-amazon-ec2-x2gd-instances-graviton2-power-for-memory-intensive-workloads/
https://aws.amazon.com/about-aws/whats-new/2021/05/four-ec2-high-memory-instances-with-up-to-12tb-memory-available-with-on-demand-and-savings-plan-purchase-options/
https://aws.amazon.com/blogs/aws/ec2-instance-history/


Technical benefits
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• Almost limitless scale – once quotas, latencies, variances are overcome
• Rapid release of new hardware. Increased core density, newer GPUs ..etc
• Built for ever more complex “microservices”, for example MLaaS, including 

high-speed training.

• High availability and reliability
• Good for community contributions and access

• Trade-offs: Complexity of choice, skills and experience, abstraction from 
hardware, cost prediction and management



Learnings – Business and related processes
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• Commercial cloud is a commercial relationship. Complex ecosystem of dealing 
with individual stakeholders from funding agencies, legal, business ..etc

• But committed spend can drive significant bonus credits.
• Institutions will have their own preferred processes and money flows with local 

legal liability, compliance and financial incentives.
• Product complexity and micro-charging increase price complexity which in-turn 

makes cost estimation and value calculation more difficult. 



Programmatic improvements
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• All teams would have preferred more funding for staff/postgrad support.
• While IDCs were payable on cloud spends, they were insignificant in Phase 1.
• Perhaps limit IDCs, but allow greater staff support.
• Overall funding level OK.

• Overlap between phases, staff continuity, continuation of resources.

• “Shovel ready” project expectation & tight timing = mostly only R1s applied.

• Would a paid “research support” technical team from providers help?



Q19. What are the main opportunities/benefits of using cloud for research

Can scale and provision resources quickly as needed

Ability to run very large simulations that use many thousands of cores

Can use pre-built models and functions without technical knowledge

Fast access to new hardware (Eg new GPU models or high-end CPU)

Access to larger farms of special hardware such as FPGAs

Can keep development on local machines and only burst as needed

Ability to run things that may be small, but need long run-times

It’s easier to access than going through a Merit allocation process.



Q20. What are the main difficulties when using cloud for research?

Lack of research specific training (most training is enterprise focused)

Spend control and fear of over-spend.

Not enough budget/credits to complete everything

Getting the right level of support from cloud providers

Time spent re-coding, re-architecting, re-plumbing

Lack of documentation or training materials for new features/services

Lack of cloud training in central IT

Ensuring adequate security controls

Access to funding for cloud through sponsored research programs

Contracting and getting initial allocation of resources

Access to “free” credits from cloud providers

Performance issues (Network & data transfer)

Identity and access-control issues
Default resource limitations on cloud platforms

Diagnosing issues without access to underlying hardware

Performance issues (CPU/GPU platforms)

Collaboration with other Institutions or Research organizations



Conclusions
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• Commercial cloud is no longer a simple pool of virtual resources for hire.

• The range of hardware and services available is both a benefit and a difficulty

• Documentation and support can be difficult at the cutting edge but is often very 
good for the basics.

• Technical skills and teamwork. Fostering a “Continuous DevOps” and 
”Infrastructure as Code” culture and making accounting second nature will aid 
in success.

• Skilled staff are required to make use of cloud funds/resources.
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Next session starts at 
4:30pm



Sample questions to the panel
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• To each of SUNY and MIT
• What was the thing or things that cloud, and specifically the E-CAS project enabled for you 

that would have been difficult on campus clusters or national centers?
• What were the biggest difficulties in using commercial cloud?


