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Executive Summary 
Internet2 is a non-profit, member-driven advanced technology community founded in 1996 by 
the nation’s leading higher education institutions that provides a secure high-speed network, 
cloud solutions, research support, and identity and access management services tailored for 
research and education (“R&E”).  Internet2 helps U.S. R&E organizations to solve shared 
technology challenges and develop innovative solutions in support of their educational, 
research, and community service missions. Internet2’s membership sees this time as a critical 
juncture for the adoption of commercial cloud and attaining the benefits of cloud computing for 
the broader U.S. R&E community and enabling rapid innovation, scalability, as well as on-
demand, persistent and secure access.  Cloud computing represents the opportunity to 
democratize access to these advanced capabilities for communities and institutions not served 
by existing advanced resources.   

In summer of 2021, Internet2 convened a series of discussions with cloud service providers and 
federal agencies in recognition that accelerating the adoption of commercial cloud is critical to 
advancing the U.S. R&E community over the coming decade. These discussions identified key 
blockers to the broader adoption of commercial cloud computing and potential solutions to 
remedy these.  Strategic investments in defining the market, supporting enabling technologies 
(Identity and Access Management, Data and Multi-cloud management tools, Cost and Financial 
Management Tools), and developing portals were some of the areas identified as enablers to 
accelerate the adoption of commercial cloud across the R&E community and federal agencies’ 
extramural and intermural research communities. Most importantly, equal investments in “the 
people infrastructure” to support these new technologies and capabilities (workforce 
development and training, support for communities of practice) are necessary for the U.S. to 
continue to remain the world leader in science, research, and education.   

This report is being shared with all the participating federal agencies and cloud service providers 
as well as the National Artificial Intelligence (AI) Research Resource Task Force, co-chaired by Dr. 
Lynne Parker from the White House Office of Science and Technology Policy, and Dr. Erwin 
Gianchandani from the National Science Foundation.  
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Research Computing in the Cloud: Context and Background  
Cloud computing is transforming all parts of our society, shifting business models, and 
accelerating innovation across both new and existing sectors of the economy. Nonetheless, the 
adoption of commercial cloud computing in support of the U.S. national research agenda lags 
behind other sectors. Recent use of commercial cloud computing and corresponding successes 
to address the COVID-19 pandemic have highlighted both the potential and the need to 
systematically address barriers to commercial cloud adoption for research, and in turn 
accelerate the U.S. research agenda.  

Internet2, as the leading technology focused organization in support of the nation’s research 
and education community, convened a series of conversations in August and September with 
thought leaders across federal agencies and leading cloud providers to identify challenges and 
recommend approaches to address barriers to the adoption and support of commercial cloud 
for research.  Representatives from AWS, Microsoft, Google Cloud Platform, and IBM, along with 
federal research and funding agencies including DoD, NASA, NIH, NOAA, NSF, OSTP, USGS, and 
the VA, participated in these discussions, which took place on August 18th and 26th, and 
September 22nd, 2021. These sessions were done virtually and supported by Internet2. 

Collectively, the group focused on four areas assessed to have the greatest potential to advance 
cloud computing in research. These included: strategic financial models, enabling technologies, 
workforce development and learning communities, and portals. Working groups for each of the 
four areas identified key barriers while also framing short-term next steps and longer-term 
recommendations.  Across all groups consistent themes emerged, including cost management 
and predictability, democratization of access to resources, investments in workforce 
development and change management, and the value of and capabilities unique to cloud 
computing, including data sharing, dynamic scaling, collaboration, cloud enabled workflows, and 
access to commercial clouds’ most advanced capabilities.   

Highlights and Recommendations 
The following section in this document covers the highlights from each of the working groups 
along with key recommendations. A complete set of each working group’s recommendations 
are included in this report.  

Strategic Financial Models  
A lack of understanding about the total commercial cloud spend across the U.S. research and 
education market, including the size and operation of the market across the total federal spend 
and the associated ecosystems (e.g. Higher Education, Independent Research Organizations, 
etc.), leads to an inability to take advantage of purchasing power and enable access to the most 
advanced capabilities of the cloud. Federal purchasing requirements are currently sub-optimal 
to incentivize strategic procurement and access to these latest capabilities.   

Short term recommendations 
● Fund and conduct a study across federal agencies to determine the total current and 

projected market for commercial cloud spend for the U.S. federally funded research 
enterprise. Develop funds flow models representative of agencies, reflecting both 
intramural and extramural research spending.   

● Identify exemplar wins from both federal and commercial purchasing agreements and 
gather data, including key metrics for success and optimal contractual vehicles. Compare 
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government agreements to the commercial sector for both value and access to the latest 
cloud capabilities.  

● Find consensus/commonalities between agencies in what can be addressed through pilots. 
Potential topics identified include managing overspend as related to compliance and 
regulatory impacts; authority to negotiate pre-spend commitments and subsequently 
capture resulting discounts; and changes to the FedRAMP processes to develop a common 
approval process across agencies for things such as security and access to new capabilities 
as they are rapidly introduced by commercial cloud providers.  

● Develop a one-page overview document explaining data egress waivers to both intramural 
and extramural researchers. Develop sample models for researchers with corresponding 
costs to provide additional ability to budget and predict costs. 

Long term recommendations 
● Design future states and align the incentives and rules to match these. Invest in the cultural 

change in IT organizations within federal agencies and other research organizations, 
focusing on discovering what is possible, rather than justifying what has been done. In this 
ideal state, experimentation, failure and capturing learnings are part of the cycle of 
investments. Recognition is needed that the future state will include on-premise HPC and 
national computing resources along with commercial cloud.  

● Develop total value estimate (TVE) recommendations, focusing on the value of the 
resources, not total cost of ownership (TCO) (i.e., access to the latest capabilities for AI, 
scalability, data sharing and improved workflows of cloud native applications).  Things such 
as carbon net zero and security should also be considered.  

● Build an advocacy group, or leverage an existing one, to bring forward a common voice from 
the research community to vendors on expectations and needs. The group should ensure 
they are defining what is unique for higher education and research, and what can be 
leveraged by other industries. 

● To address the high overhead of contractual requirements from the federal government, 
FEDRamp requirements should be reviewed to develop a common approval process for 
security and deployment of new capabilities, such as AI for cloud platforms, across agencies.  

Enabling Technologies 
Accessing and efficiently utilizing cloud resources is often complex and difficult for researchers, 
whether they are just beginning to use the cloud, or have extensive experience and need access 
to shared data sources or cloud specific capabilities. The lack of federated identities across cloud 
resources often requires researchers to manage multiple credentials, accounts, and related 
costs.  Increasing the adoption and value of cloud resources will require investments in enabling 
technologies and open-source tools. The working group identified three areas where 
investments in enabling technologies are critical to improve agency and institutional access to, 
and accelerate the use of, cloud resources: 

1. Identity and Access Management (IAM) 
2. Data Management and Multi-Cloud Management 
3. Costs and Financial Management 

Short-term recommendations 
● Share best practices and successes across agencies on IAM enablement projects that allow 

for connectivity to key federations like Login.gov and InCommon. 
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● Leverage open-source technologies that can support standard ways of building and 
deploying workloads for multi-cloud deployment (e.g., containerization and automation 
support based on open tools like Terraform). 

● Agency funding of projects that support the development and use of open-source tools and 
the communities around these tools. 

● Identify cloud management platforms/products that are multi-cloud enabling. 

Long-term recommendations 
● Fund and support the ability to federate the research community more broadly (funding 

agencies, higher education, cloud service providers) mitigating the need for mapping 
credentials.   

● Evaluate developing a federated data mesh to reduce the movement and replication of 
data. Goals of the data mesh would include: 

○ Identify common highly used data sets to replicate across clouds while keeping 
more boutique data sets on a single cloud; 

○ Limit data egress and ingress costs; and 
○ Develop an automated process to ensure high value datasets are evaluated, 

replicated, and updated over time. 
● Develop incentives and processes to encourage and reward data reuse. This includes 

requiring large projects to make data available and accessible, introduce expectations for 
what this means (e.g., FAIR concept) - including where and how data are stored.  Incentivize 
the use of cloud computing when the data are already in the cloud. 

● Assess whether replication across clouds is effective and necessary. Develop a usage-based 
model to determine the optimal number of clouds to host data sets on, and develop an 
overall data lifecycle for managing such datasets. 

Workforce Development and Learning Communities  
Despite being the recognized world leader in AI, there is broad recognition that without 
commensurate investments in workforce development, U.S. research, science, and education 
will not be able to maintain and take advantage of this strategic position.    

Short-term Recommendations 
● To encourage training, leadership at organizations must support and advance a mission-

oriented approach to the use of cloud computing that highlights the purpose and benefits of 
these technologies and methodologies for significant research.  

● Investments in training are needed for the entire range of end users, researchers, and 
technical/developer staff, differentiated for their skill levels, needs and interests. Special 
attention should be given to groups that historically have not had access to cloud 
computing. 

Long-term Recommendations 
● Develop a federal workforce plan that recognizes and supports cloud computing’s most  

high demand skill sets (e.g. cloud architects, research computing and data professionals, 
research software engineers, data scientists), with recruitment and retention strategies as 
part of a larger program of career development. 

● Develop learning communities that support best practices, share lessons learned, and 
develop priorities for key capabilities development. These would allow the research 
community to articulate the cost/benefit more adequately for cloud providers to make 
development decisions and prioritize future investments.  
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Portals 
Rather than a single portal, a range of interfaces are needed to meet the diversity of send-users, 
while also providing some levels of commonality and coordination to reduce complexity, costs, 
and duplication while providing secure environments, ability to collaborate with research 
communities and common pathways to complete research workflows. 
 
Short-term Recommendations 

● Survey existing portals to understand the various approaches to provide a simple interface 
for various tasks like cost management, resource allocation and management, implement 
security practices, etc.  

● Identify the existing resources necessary to support these portals. Focus on the uses and 
limitations behind existing portals to help define the scope moving forward. Provide an 
overview of the tools that are already available and insights into where they fail to meet the 
demands of the ever-changing cloud ecosystem, and its use/facilitation among researchers 
and practitioners.  

Long-term Recommendations 
● Based on the information gathered from the survey of portals, determine the areas of focus. 

This phase can also be used to define the areas of investment that can be applied to broader 
disciplines.  

● Develop a list of priority portals for proof-of-concepts. Identify funding of these proof-of-
concepts and the responsible parties to build these pilots for various areas. Emphasize 
information and design sharing to ensure consistency across designs.  

● From the proof-of-concept implementations, create a portal kit that outlines the standard 
template for various vertical and/or horizontal portals. This is a set of guidelines/best 
practices to implement portals at various levels depending on the organizational needs. If 
the areas prioritized are domain specific, it can potentially lay foundations for building 
managed research workflows as a service on various cloud platforms.  

Conclusions 
While there remains challenges in the adoption of commercial clouds for research, it is also 
recognized that there are recommended solutions that have intersections across key areas: 
procurement, IAM, data management, and workforce development. These represent important 
areas for federal agencies, cloud service providers, enabling partners, and the greater research 
and education community to move forward efforts that accelerate research computing through 
the cloud. To ensure the U.S. remains the world leader in research, a better understanding of 
the financial models, costs, and incentives along with lowering barriers to adoption through 
investments in strategic enabling technologies, such as IAM and Data Management, must be 
prioritized. Finally, investments in workforce development through training and support of 
communities of practice, underpin all these recommendations.  
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Strategic Financial Models 

Challenge  
Currently there is a lack of understanding about commercial cloud spend across federal spend 
(research/operational) and the associated ecosystem (e.g., Higher Education, Independent 
Research Organizations, etc.). Spending across federal organizational and agency boundaries is 
not aggregated to reflect the actual size of the total spend, limiting the ability to drive strategic 
purchasing agreements that ultimately enable access to the most advanced capabilities of the 
commercial cloud. Federal purchasing requirements are currently suboptimal to incentivize 
strategic procurement and access to latest capabilities. Finally, commercial cloud service 
providers seek more predictability on capacity and usage to more effectively deploy capital to 
serve national research needs.     

Vision   
Commercial cloud computing is part of a national AI ecosystem that enables predictable, 
optimized, efficient, scalable resources, budgeting and spending across diverse organizational 
structures and payment models. Federal research spend drives a marketplace for cloud 
computing, including the most advanced capabilities in AI, visualization, security, and 
democratization of information to accelerate research across disciplines and institutions. 
Impacts for the broader R&E community include both democratization of resources as well as 
access to leading edge capabilities. 
 
Within this vision statement there is an agreement that we approach these two complementary 
goals, democratization and access to the latest capabilities, as part of larger discussion on 
national competitiveness, commerce, and innovation. There is also a recognition that these 
efforts build on one another within the current ecosystems (institutional, agency, regional, and 
national.) Parallel to developing a strategic financial model for cloud computing other 
externalities should be considered, including increased security and net zero carbon emissions 
that these platforms enable.  
 

1. Broadening access, inclusion, and efficiencies through shared data sets, spend 
optimization, transparency, and accountability. 

2. Access and support of leading-edge technologies for our national compute 
infrastructure for both research and operational effectiveness, capturing the benefits of 
scale and expertise. 

Short term recommendations 
• Study to identify total federal spend and funds flow within specific agencies.  

o The federal government should fund OTSP to conduct a cross agency study to 
determine the total current and projected market for commercial cloud spend, and 
develop funds flow models representative of agencies, reflecting both intramural 
and extramural research funding. Currently, cloud service providers do not 
recognize and support the market because of disaggregated committed spend. This 
results in federal agencies not benefiting from the size of their spend in either 
discounts/pricing, or in dedicated capabilities/training/support.  
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o Use market data to determine the best opportunities for strategic engagement with 
commercial cloud service providers and federal research spending.  This should be 
done relatively quickly, with an emphasis on trends in the data.  
 

• Identify exemplar wins across not only federal cloud programs but also from the commercial 
sector.   

o Determine key metrics to measure success (time to publications, development of 
new research methods/workflows and their subsequent adoption, spin offs for 
commercial applications).  

o Determine which contractual vehicles work best and why.  
o Compare government agreements to commercial agreements, comparing value and 

access to the latest technologies/capabilities. Gather available information on 
committed commercial spend to demonstrate scale and parameters for possible 
wins.  

o Analyze the usage of advanced tools in commercial cloud environments.  Determine 
which services and tools are in demand and why.     

o Look beyond cloud computing for other global wins in federal government 
purchasing taking advantage of scale for purchasing, for example long distance 
telephone calls, FTS2000 GSA negotiated for the entire government.  
 

• Explore quick pilots. 
o Find consensus/commonalities between agencies in what can be addressed through 

pilots. Examples include overspend, managing spend and related compliance and 
regulatory impacts; lack of authority to negotiate pre-spend commitments and 
subsequently capture resulting discounts; changes to the FedRAMP process across 
agencies for things such as security and access to the latest capabilities as they are 
rapidly introduced across commercial cloud service providers.   

o Adopt an investor mindset, providing seed funding as well as short-term and long-
term Return on Investment (ROI) and Total Value Estimates (TVE) on projects.   

o Determine scale needed to demonstrate significant opportunities for change. 

Long-term recommendations 
• Identify ideal future state (and impediments to ideal).  

o Design future states and align the incentives and rules to match these. 
o Invest in the cultural change in IT organizations, focused on discovering what is 

possible, rather than justifying what has been done. In this ideal state, 
experimentation, failure, and capturing learnings are part of the cycle of 
investments.  

o Develop the ability to “fail/learn/share” from cloud initiatives across federal 
agencies.  Failures should be viewed as learning opportunities and should encourage 
shared learning and continued explorations. 

o Recognition that the future state will include on-premises HPC and national 
resources along with commercial cloud platforms.  

• Develop costing/TVE/ROI recommendations. 
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o Focus should be on the value of the resources TVE and ROI, not total cost of 
ownership (TCO). For example, access to the latest capabilities for AI, scalability, 
data sharing, and improved workflows of cloud native applications.   

o Things such as carbon net zero should be considered along with security in the TVE.   
Other points from the meeting 
Even the most advanced AI experts struggle to use advanced computing for AI. This speaks to 
the need for commensurate investments in training to capture the value of investments. 
 
Many opportunities exist for investment in AI and ROIs are diverse, including: 
1) Seeding funding for innovation- Venture Capital  model 
2) Scalability  
3) Long-term view of investments 
4) Cost saving/value over the long-term 
5) Carbon NetZero of commercial cloud 
6) Speed of application/workflow development due to the access to microservices, data, etc.  
7) Value in increased security of the commercial cloud platforms.  
 
For some federal agencies the commercial cloud is for limited application due to the zero-trust 
model. 
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Improving Agency and Institutional Access 

Challenge 
Accessing and efficiently utilizing cloud resources is often complex and difficult for researchers, 
whether they are just beginning to use the cloud, or have extensive experience and need access 
to shared data sources or cloud specific capabilities. The lack of federated identities across cloud 
resources often requires researchers to manage multiple credentials, accounts, and related 
costs. Increasing the adoption and value of cloud resources will require investment in enabling 
technologies and open-source tools. The working group identified three areas where 
investments in enabling technologies are critical to improve agency and institutional access to, 
and accelerate the use of, cloud resources: 

• Identity and Access Management (IAM) 
• Data Management and Multi-Cloud Management 
• Costs and Financial Management 

Vision 
An ecosystem supporting cloud computing for research, enabling simple single sign-on across 
cloud providers and open-source tools for data management, and a clear understanding of the 
benefits and cost drivers associated with cloud computing.  Extensive sharing of best practices 
and lessons learned through robust communities of practice and information sharing across 
both intramural and extramural funded research teams.  Compute is done independent of 
where data is stored, but instead on the cloud platform which the capabilities best match of  the 
inquiry. 

Identity and Access Management (IAM) 
Shared research data is likely to be hosted in different clouds, and individual cloud operators are 
likely to have distinct service capabilities that make them particularly attractive to different 
research problems and researchers.  Thus, it is essential to enable researchers to participate in 
multi-cloud, multi-institutional, and multi-national collaborations. Proper IAM enables these 
collaborations to take place in a seamless and secure manner while protecting intellectual 
property. At a high level, federal agencies and their research partners want the ability to 
leverage single sign-on (SSO) capabilities that work across multiple cloud services, rather than 
require different credentials for each cloud service. SSO for federal agencies and their research 
partners should be independent of any single cloud provider and be portable across all the 
providers to avoid vendor lock-in. Beyond simply enabling secure sign-on to individual cloud 
platforms, the group articulated a strong desire to enable seamless movement of data and 
computation between cloud (and on-premises) environments. 
 
There are efforts underway at federal agencies and the broader research and education 
community to enable this kind of seamless access. The NIH shared its ongoing efforts to develop 
a permission and access model to support federated access to resources. This work includes 
projects such as the Research Auth Services (RAS) project and a sandbox project to federate 
across login.gov, InCommon, and other IAM services. 

Short-term recommendations 
• Share best practices and successes across agencies on IAM enablement projects that allow 

for connectivity to key federations like Login.gov and InCommon. 
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Long-term recommendations 
• Establish the ability to federate credentials across the broader research community (funding 

agencies, higher education, cloud service providers) to mitigate the need for researchers to 
manage multiple and duplicative credentials.  Develop the necessary SSO capabilities to 
allow researchers to access and manage resources across all public cloud services that wish 
to support the research community. 

 

Data Management and Multi-Cloud Management 
Data management and multi-cloud management is an expansive area of focus based on the 
need to utilize and manage data across a variety of cloud platforms. Within this area, there are 
two key opportunities to improve the utilization of the cloud to support research. The first is to 
separate platform dependencies of data storage and compute. Researchers need the ability to 
compute in multiple places without the need to re-architect their workloads or duplicate data 
sources. The goal is for compute to be enabled where the researcher wants to do the work – 
typically dictated by finance, skill, or capability – while leveraging the canonical data source 
wherever it exists.  
 
The second and related area is reducing the duplication of data and better managing object 
storage. This will make computing in cloud environments more appealing and cost-effective as 
object storage can be a significant cost driver. For example, NIH shared that for the STRIDES 
program object storage is the highest single cost, approximately 60% of the overall expenditure 
to date, due to the large size of the STRIDES data.  At the same time, the subgroup recognized 
that restricting individual data sets to a single cloud provider could lead to vendor lock-in for 
work done using that data due to the high cost of transmitting large volumes of data out of 
cloud providers.   
 
The needs to limit duplication of data, enable compute closest to data for efficiency, and the 
ability to compute in a preferred environment are seemingly at odds. Balancing these competing 
forces is essential to successfully growing cloud adoption for research. We encourage efforts to 
direct researchers to more efficient and cost-effective best practices.  
 
There are many open-source and commercially supported efforts that attempt to address the 
problem of managing data and computation across cloud service providers. There are several 
tools and capabilities, like Kubernetes and containerization, that abstract away underlying 
infrastructure components.  Other projects, like Fybrik and Istio, support the development of 
services meshes that should support needs to mitigate lock-in and duplication of data. We were 
able to identify few efforts that have substantial buy-in from federal agencies and research 
enablement partners, suggesting that this is a topic ripe for further investigation and support. 

Short-term recommendations 
• The research community should leverage open-source technologies that enable deploying 

workloads in multi-cloud environments (e.g., containerization and automation support 
based on open tools like Terraform).  

• Research funding agencies should fund projects that support the development and use of 
open-source tools that support multi-cloud workflows and develop and maintain 
communities around these tools. 

• Identify cloud management platforms/products that are multi-cloud enabling.  
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Long- term recommendations 
• Evaluate the feasibility of developing a federated data mesh. The goal of the data mesh is to 

manage the movement and replication of data across multiple cloud service providers. The 
broad goal of the data mesh is to make shared research data sets available to the broad 
research community while balancing the need to minimize cost (both storage and egress 
network charges) and avoiding vendor lock-in.  Specifically, the data mesh should: 

o Track size and usage patterns of shared data sets over time. 
o Identify heavily used data sets that should be replicated across clouds to allow them 

to be used on different cloud service providers (avoid lock-in) without incurring 
large egress charges. 

o Avoid replicating large data sets that are infrequently accessed to avoid incurring 
large storage charges.  Access to such datasets should be done from a single cloud 
service provider. 

o Automate the process of replicating high-value data sets, or de-replicating data sets 
that have stopped being accessed heavily, based on dynamic access patterns.  
 

• Develop incentives and processes to encourage and reward data reuse. This includes 
requiring large projects to make data available and accessible.  Introduce expectations for 
what this means (e.g., FAIR concept), including where data artifacts should be stored, how 
they should be stored (e.g., formats, scheme, documentation, accessor functions, etc.), and 
the like.  

o In evaluating funding proposals, consider if data has been reused. 
o NIH’s Office of Data Science Strategy scoring could be used as criteria or a 

requirement (badging FAIR research). Examples include FAIRsharing.org and 
FAIRshake. 
 

• Develop an economic assessment to determine if replication of datasets across clouds is 
effective and necessary. Develop a usage-based model to determine the optimal number of 
clouds on which to host data sets and develop an overall data lifecycle model for managing 
such datasets. 

Costs and Financial Management 
The ability to predict and manage cost is often cited as a deterrent for cloud computing. So too 
is a concern about vendor lock-in to proprietary technologies. Whereas managing a server on-
premises has an upfront capital and license management expenses, cloud costs and financial 
management are often much more complicated. As one subgroup member commented, “Cloud 
bills can be like a hospital bill.” There is a need for additional knowledge and transparency 
around the financial aspects of cloud computing.  
 
One example that was cited as an area of confusion that can drive cost and be a blocker for use 
of the cloud is data egress. While there are data egress waivers in place for organizations 
leveraging research and education networks, the waivers themselves are complicated.  An 
example cited is that egress waivers typically apply when you move data out to the Internet, but 
they do not apply when data is sent to another cloud service provider. The subgroup shared the 
importance of the need to move data and computation between clouds, and how policies and 
charges that make it difficult or expensive to do so are a significant barrier for the research 
community. 
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One area where agencies are already seeing some success related to cost management is 
training. Training can provide researchers with the skills needed to manage their cloud 
environments and understand how certain architectural decisions will impact costs. NIH cited a 
recent workshop, NIH Virtual Workshop on Broadening Cloud Computing Usage in Biomedical 
Research, as an example of workshops that can support training and awareness needs around 
cost and financial management.  

Short-term recommendations 
• Develop a one-page overview document explaining data egress waivers to both intramural 

and extramural researchers. 
• Develop sample models for researchers with corresponding costs to provide additional 

ability to budget and predict costs. 
• Federal agencies should incentivize using the cloud when the data is already in the cloud. 
• Invest in models that support data movement/portability that may be re- leveraged 

Long-term recommendations 
• Build an advocacy group, or leverage an existing one, to bring forward a common voice from 

the research community to vendors on expectations and needs. The group should ensure 
they are defining what’s unique for research and education and what can be leveraged by 
other industries.  

Other Areas Discussed 
The subgroup also discussed several other topical areas which were either covered by other 
subgroups or where there was not sufficient discussion to warrant concrete recommendations. 
Regardless, some of these topics are important so we are sharing high-level details here. 
 
Training - Training is needed to help researchers have greater confidence in their ability to 
spend wisely in the cloud. Beyond this, overall training and workforce development is an 
important part of adopting and optimizing the cloud. Training in capabilities like containerization 
can support the development of cloud-agnostic workloads and solve some of the concerns 
expressed by agencies. One successful example of a training program cited was the Internet2 
CLASS program which focuses on research computing and data professionals. These are seen as 
key enablers to support researchers. 
 
Contract Management and Regulatory Compliance - One challenge cited of adopting and 
utilizing cloud services is the overhead of agreeing to contractual requirements from the federal 
government. Here, too, there is duplication of effort. One example cited was FedRAMP. Each 
department’s security dept must evaluate every vendor for FedRAMP. Ideally, a common 
approval process for security across agencies would eliminate this duplication of effort. Better 
coordination is especially critical for enabling the rapid deployment of new AI capabilities across 
cloud platforms.  The contract also represents an enablement opportunity. Aligning with existing 
procurement paths and linking funds directly onto the agreements can help enable research. 
 
Community Engagement - The subgroup identified that there are too many fractured 
conversations regarding research computing in the cloud which leads to confusion on where to 
find authoritative information on the demand side, and makes it difficult for the supply side to 
determine necessary features and where to prioritize support and funding (e.g., credit) efforts. 
Beyond presenting a more unified front with commercial cloud service providers, the federal 
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agencies and the broader research community need to adequately articulate the cost/benefit 
for cloud providers to make development decisions and prioritize features.  

Conclusions 
There are several identified challenges and recommended solutions that have intersections 
across key topical areas. These represent important areas for federal agencies, cloud providers, 
and enabling partners to advance efforts to accelerate research computing in the cloud. In fact, 
simply fostering stronger conversations between these various groups to reduce duplication of 
effort and leverage the economies of scale that the cloud provides was a key takeaway from this 
subgroup. Based on our conversation, the subgroup has identified five key areas for future work 
to ensure the U.S. remains the world leader in research. 
 

1. Researchers need the ability to compute in multiple places without the need to re-
architect their workloads or duplicate data sources.  

2. Federal agencies and their research partners want the ability the leverage single sign-on 
capabilities versus needing different credentials for each service. 

3. The ability to predict and manage cost and concerns over vendor lock-in are some of the 
greatest deterrents to cloud enablement today. 

4. Support and funding for training represent a key opportunity for the enablement of 
cloud and cost management. 

5. Better collaboration amongst the federal agencies and their research enablement 
partners, especially research and education institutions, to collaborate on cloud-
enablement projects and more clearly articulate needs to cloud service providers. 
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Skilled Workforce and Learning Communities 

Challenge 
Despite being the recognized world leader in AI, there is broad recognition that without 
commensurate investments in workforce development, U.S. research, science and education 
systems will not be able to maintain and take advantage of this strategic position.    

Vision  
A skilled workforce across the U.S. research and education ecosystem, adept in accessing the 
most advanced capabilities of the commercial cloud in AI to accelerate research and discovery. 
Availability of a variety of training opportunities that recognize the different levels of skills 
required and differentiates between researcher, technical staff, research computing and data 
professional, and students. Training is available both on a needed basis (just-in-time) and in-
depth and ongoing, recognizing that to keep current with the rapidly developed new capabilities 
of the cloud requires continuous skilling. In addition to training, robust communities of practice 
support shared learnings and best practices across agencies, institutions, and disciplines.   

Success stories 
There are programs that could be expanded and used as a model for future investments in 
workforce development, listed here are a few examples that came up in the group discussion.  
 
Internet2’s Cloud Learning and Skills Sessions (CLASS) 
In-depth training of Research Computing and Data professionals on the most advanced 
capabilities of three major cloud providers (AWS, Azure and GCP.)  Training is based on a cohort 
model, with ongoing communities of practice and is primarily focused on the U.S. research and 
education community.  Training recognizes the resources available to this community including 
on-premises, hybrid and national resources.  
 
NIH-STRIDES - Science Technology Research Infrastructure for Discovery, Experimentation for 
Discovery, and Sustainability 
STRIDES focuses on training the entire ecosystem supporting research from primary 
investigators to the technical staff responsible for developing workflow and compute strategies 
and infrastructure.  
 
Google’s Research Innovators Program  
Program brings together researchers using GCP across disciplines and funding sources to form a 
community and share best practices, help develop and test features. 

Short-term Recommendations 
• Investments in training should be commensurate with investments in AI capabilities for 

cloud computing offerings to assure adoption and attaining the full value from these 
investments.  

• To encourage training, leadership at organizations must support and advance a mission-
oriented approach to the use of cloud computing that highlights the purpose and benefits of 
these technologies and methodologies for significant research.  

• Investments in training are needed for the entire range of end users, researchers, and 
technical/developer staff, differentiated for their skill levels, needs and interests. Special 
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attention should be given to groups that historically have not had access to cloud 
computing.  

• Because much of the U.S. research and education community have not begun to use 
commercial clouds for research and research workflows, training opportunities should 
expand from the foundational to the more advanced training.  

• Access to both cloud provider-specific and cloud provider agnostic training is important for 
various groups.  

• Both on-demand and cohort-based training models need support and subsidies to be 
accessible to diverse institutions and disciplines. 

• Recognize that public/private training partnerships are necessary for the AI ecosystem to 
grow and flourish.  

 
Long-term Recommendations 
• Develop a federal workforce plan that recognizes and supports this high demand skill set, 

with recruitment and retention strategies as part of a larger program of career 
development.   

• Develop and support learning communities that advance best practices, share lessons 
learned, and develop priorities for key capabilities development. These learning 
communities would allow the research community to adequately articulate the cost/benefit 
for cloud providers to make development decisions and prioritize future investments.  
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Portals 

Challenge 
Navigating cloud offering is daunting for end-users, requiring them to understand and optimize 
for multiple interfaces.  Portals are seen to simplify these interfaces, lowering barriers to 
adoption for research teams, with the goal of accelerating research. Various end-users have 
distinct roles and prioritize different information such as administration, security and 
compliance, cost management, cloud resource provisioning, training and support, data curation, 
computational workflows, and scientific interpretation. With such a broad range of interests it is 
unlikely that a single portal could provide a meaningful interface for all these needs without 
becoming overly complex.  This is particularly true with multi-provider commercial cloud 
environments, where each provider already has their own portal with detailed management of 
resources and administration of user roles. 

Vision 
Rather than a single portal, a range of interfaces are widely available to meet the diverse needs 
of end-users. These interfaces provide some levels of commonality and coordination to reduce 
complexity, costs and duplication, while providing secure environments, the ability to 
collaborate with research communities, and common pathways to complete research 
workflows. 

Background 
To better understand how an ecosystem of multiple portals may work, it may be useful to 
analyze some potential levels of abstractions for portals. Perhaps, addressing these stakeholders 
by identifying common attributes such as the main funding agencies, the scientific disciplines 
each agency supports, and the required resources can provide a framework to understand the 
broad categories and subcategories that can be facilitated by portals. An example of how such a 
structure could look is included below. 

    Diagram representing various levels of abstraction for portals. 
 



 

  

18 Research Computing in the Cloud 

 October 14, 2021 

A portal can be seen as a fully contained “entry point” or a personalized view into the cloud, but 
it could also be seen more like an application or tool to complete a specific task or sub-task 
more efficiently. 
 
If a portal is seen as an ecosystem of overlapping and potentially integrated individual portals, 
then it may be appropriate for agencies to agree on some principles to support such integration 
while allowing for innovation through customization and specialization.  One such model that 
could be adapted is the FAIR principles used by data scientists. Like research data, customized 
portals supporting research also need to be: 

• Findable 
• Accessible  
• Interoperable 
• Reusable 
• Equitable and Sustainable 

 
These characteristics help reduce administrative costs by making procurement, account 
management, security/compliance, and cost optimization standardized yet customizable for 
various organizational needs. 
 

Short Term Recommendations 
• Survey existing portals to understand the various approaches to provide a simple interface 

for various tasks like cost management, resource allocation and management, implement 
security practices, etc.  

• Identify the existing resources necessary to support these portals and understand the uses 
and limitations behind these existing portals to help define the scope to move forward. It 
not only provides an overview of the tools that are already available but provides insights 
into where they fail to meet the demands of the ever-changing cloud ecosystem and its 
use/facilitation among researchers and practitioners.  

Long Term Recommendations 
• Based on the information gathered from the survey of portals, determine the areas of focus. 

This phase can also be used to define the areas to work on that can be applied to broader 
disciplines.  

• Develop a list of priority portals for proof of concepts. Identifying funding of these proof-of-
concepts and the responsible parties to build these pilots for various areas. Emphasize 
information and design sharing to ensure consistency across designs.  

• From the proof-of-concept implementations, create a portal kit that outlines the standard 
template for various vertical and/or horizontal portals. This is a set of guidelines/ best 
practices to implement portals at various levels depending on the organizational needs. If 
the areas prioritized are domain specific, it can potentially lay foundations for building 
managed research workflows as a service on various cloud platforms.   
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